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Searching
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Operations on Dictionaries

Basic Operations 
Search (k, t): Return the item in dictionary t with key k; if no item in t has 

key k, return null

Insert (j, t): Insert item j into t, not previously containing j

Delete (j, t): Delete item j from t

Operations based on order 
Minimum (t): Return the item in t with the smallest key

Maximum (t): Return the item in t with the largest key

Successor (k, t): Return the item in t with the smallest key larger than k

Predecessor (k, t): Return the item in t with the largest key smaller than k
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Trade-off: Time and Space Complexity

• Make the best choice of data structures and algorithms 
according to two important measures: 

• Time Complexity: how much time will the program take?

• Space Complexity: how much storage will the program 
need? 

• Seek a trade-off between space and time complexity. 
For example, you choose a data structure that requires a 
lot of storage in order to reduce the computation time. 
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Types of Structures & Algorithms 
for Dictionaries 

- Lists in arrays, unordered
- Lists in arrays, ordered
- Linked Lists, unordered
- Linked Lists, ordered

- Binary trees
- B-Trees
- Heaps

- Hash tables 
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Searching Methods

• Sequential  
- O(n) time complexity

• Binary Search
- O(logn) time complexity

• Binary Trees 
- O(logn) time complexity if tree is balanced

• Hash Tables 
- trade off between time and space complexity
- on averge O(1) time complexity

6

Sequential and Binary Search
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Sequential or Linear Search
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Binary Search
• Place items in an array and sort them in either ascending or 

descending order on the key first 

• A technique for searching an ordered list in which we first check the 
middle item and - based on that comparison - "discard" half the data. 

• The same procedure is then applied to the remaining half until a
match is found or there are no more items left. 
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Binary Search: Example
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Binary Search: Example

• Unsuccessful search

• Total number of comparisons is 6
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Performance of Binary Search
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Performance of Binary Search
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Performance of Binary Search

• Unsuccessful search
– for a list of length n, a binary search makes 

approximately 2*log2(n + 1) key comparisons

• Successful search
– for a list of length n, on average, a binary search 

makes 2*log2n – 4 key comparisons

• The binary search algorithm is the optimal worst-case 
algorithm for solving search problems by the comparison 
method.

14

Search Algorithm Analysis 
Summary

Plot of n and log n vs n
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Binary Search Trees

16

Binary Trees
A binary tree consists of

• a node (called the root node) and 

• left and right sub-trees both of which are themselves binary trees.
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Binary Trees: Key Terms
Root Node
• Node at the "top" of a tree - the one from which all operations 

on the tree commence. The root node may not exist (a NULL 
tree with no nodes in it) or have 0, 1 or 2 children in a binary
tree. 

Leaf Node
• Node at the "bottom" of a tree - farthest from the root. Leaf 

nodes have no children. 

Complete Tree
• Tree in which each leaf is at the same distance from the root. 

Height
• Number of nodes which must be traversed from the root to 

reach a leaf of a tree. 

18

Binary Search Trees (BST)

A binary search tree is a binary tree T such that
- each internal node stores an item (k, e) of a dictionary.
- keys stored at nodes in the left subtree of v are less than 

or equal to k.
- Keys stored at nodes in the right subtree of v are greater 

than or equal to k.
- External nodes do not hold elements but serve as place 

holders.
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Binary Search Trees (BST)

20

Operations on BST

• Search
• Minimum 
• Maximum 
• Successor
• Predecessor
• Delete
• Insert 

Binary Search Tree

BST Property:
Key values in the left subtree <= the node value
Key values in the right subtree >= the node value
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Example of Tree Operations: Delete 

Delete(20)

Case 1: Delete leaf

22

Delete(7)

Case 2: Delete node with one child 

Example of Tree Operations: Delete 
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Delete(6)

Case 3: Delete node with two children 

Example of Tree Operations: Delete 

24

Rules for BST deletion

1. If vertex to be deleted is a leaf, just delete it.

2. If vertex to be deleted has just one child, replace it with 
that child

3. If vertex to be deleted has two children, replace the 
value of by its in-order predecessor’s value then delete 
the in-order predecessor (a recursive step)
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Tree Traversal

Pre-order tree traversal
• Visit the root 
• Traverse the left sub-tree, 
• Traverse the right sub-tree

If we traverse the standard ordered binary tree in-order, then 
we will visit all the nodes in sorted order.

Post-order tree traversal
• Traverse the left sub-tree,
• Traverse the right sub-tree, 
• Visit the root

In-order tree traversal
• Traverse the left sub-tree,
• Visit the root,
• Traverse the right sub-tree.

26

Time Complexity

• Searching, insertion, and removal in a binary search tree is 
O(h), where h is the height of the tree.

• However, in the worst-case search, insertion, and removal 
time is O(n), if the height of the tree is  equal to n. Thus in 
some cases searching, insertion, and removal is no better 
than in a sequence.

• Thus, to prevent the worst case, we need to develop a 
rebalancing scheme to bound the height of the tree to logn.



14

27

BST - Summary

• Binary search trees can become imbalanced, leading to 
inefficient search

• AVL trees and red-black trees: height balanced binary 
search trees.

• Leads to reasonable search complexity:  O(log height).
• Efficient (but complicated) algorithms for maintaining 

height balance under insertion and deletion.
• Requires rotations and colour flips to restore balance.

28

Balanced binary tree

• The disadvantage of a binary search tree is that its 
height can be as large as N-1

• This means that the time needed to perform insertion 
and deletion and many other operations can be O(N) in 
the worst case

• We want a tree with small height

• A binary tree with N node has height at least  Θ(log N) 
• Thus, our goal is to keep the height of a binary search 

tree O(log N)
• Such trees are called balanced binary search trees.  

Examples are AVL tree, red-black tree.



15

29

Red-Black Trees

• Red-black trees: Binary search trees augmented with 
node color 

• Properties of red-black trees guarantee that the height 
h = O(lg n)

• NULL nodes which terminate the tree are considered to 
be the leaves and are coloured black. 

30

Red-Black Properties

The red-black properties:
1. Every node is either red or black
2. Every leaf (NULL pointer) is black
3. If a node is red, both children are black
4. Every path from node to descendent leaf contains 

the same number of black nodes
5. The root is always black
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Implications of Red-Black Properties

• Property 2 means every non-NULL node has 2 children

• Property 3 implies that on any path from the root to a leaf, 
red nodes must not be adjacent (cannot have 2 
consecutive reds on a path). However, any number of 

black nodes may appear in a sequence.

32

Example of red-black tree
• Basic red-black tree with the sentinel nodes added. 

Implementations of the red-black tree algorithms will usually include 
the sentinel nodes as a convenient means of flagging that you have 
reached a leaf node.

• They are the NULL black nodes of property 2.
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Example of basic red-black tree 

Same red-black tree but with the NULL leaves omitted 

34
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RB Trees: Rotation

• Our basic operation for changing tree 
structure is called rotation:

• Preserves BST key ordering
• O(1) time…just changes some pointers

y

x C

A B

x

A y

B C

rightRotate(y)

leftRotate(x)

36

Copyright © The McGraw-Hill Companies, Inc. Permissi on required for reproduction or display.
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Fields and property

• Left, right, parent, color, key
• bh(x), black-height of x, the number of black 

nodes on any path from x (excluding x) to a leaf.

• A height-h node has black-height bh ≥ h/2
• A red-black tree with n internal nodes has height 

at most 2log(n+1).
Note:
– The height is defined as the longest path to a leaf
– The black height is the same for all paths to a leaf.

38

Proving Height Bound

• Thus at the root of the red-black tree:

n ≥ 2bh(root) - 1
n ≥ 2h/2 - 1
lg(n+1) ≥ h/2
h ≤ 2 lg(n + 1)

Thus h = O(lg n)
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RB Trees: Worst-Case Time

• So a red-black tree has O(lg n) height
• Corollary: These operations take O(lg n) time: 

– Minimum(), Maximum()

– Successor(), Predecessor()

– Search()

• Insert() and Delete():
– Will also take O(lg n) time
– But will need special care since they modify tree

40

Red-Black Trees: An Example

• Color this tree: 7

5 9

1212

5 9

7

Red-black properties:
1. Every node is either red or black
2. Every leaf (NULL pointer) is black
3. If a node is red, both children are black
4. Every path from node to descendent leaf

contains the same number of black nodes
5. The root is always black
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Rotation Example

• Rotate left about 9:

12

5 9

7

8

11

42

Rotation Example

• Rotate left about 9:

5 12

7

9

118
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Red-Black Trees: Insertion

• Insertion: the basic idea
– Insert x into tree, color x red
– Only R-B property 3 might be violated (if p[x] red)

• If so, move violation up tree until a place is found 
where it can be fixed

– Total time will be O(lg n)

44

AVL Trees

AVL tree is a binary search tree with following properties: 
• The sub-trees of every node differ in height by at most one. 

• Every sub-tree is an AVL tree.
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AVL trees

• An AVL tree is a binary search tree in which
– for every node in the tree, the height of the left and 

right subtrees differ by at most 1 .

AVL property 
violated here

46

More Examples

Sub-tree with root 8 has 
height 4 and sub-tree with 
root 18 has height 2 

Each left sub-tree has a 
height 1 greater than 
each right sub-tree. 

AVL tree NOT an AVL tree
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AVL tree
• Let x be the root of an AVL tree of height h
• Let Nh denote the minimum number of nodes in an 

AVL tree of height h
• Clearly, Ni ≥ Ni-1 by definition
• We have
• By repeated substitution, we obtain the general form

• The boundary conditions are: N1=1 and N2 =2. 
This implies that h = O(log Nh).

• Thus, many operations (searching, insertion, deletion) 
on an AVL tree will take O(log Nh) time.

1 2 2 21 2 1 2h h h h hN N N N N− − − −≥ + + ≥ + >

22 −> h
i

h NN

48

Rotations
• When the tree structure changes (e.g., insertion or 

deletion), we need to transform the tree to restore the AVL 
tree property.

• This is done using single rotations or double rotations .

x

y

A
B

C

y

x

A
B C

Before Rotation After Rotation

e.g. Single Rotation
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Single Rotation

The new key is inserted in the subtree A. 
The AVL-property is violated at x
� height of left(x) is h+2
� height of right(x) is h.

50

Single Rotation

Single rotation takes O(1) time.
Insertion takes O(log N) time.

The new key is inserted in the subtree C. 
The AVL-property is violated at x.
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Double Rotation
The new key is inserted in the subtree B1 or B2. 
The AVL-property is violated at x.
x-y-z forms a zig-zag shape

Also called left-right rotate 

52

Double Rotation

The new key is inserted in the subtree B1 or B2. 
The AVL-property is violated at x.

Also called right-left rotate 
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Insertion

• As with the red-black tree, insertion is not straightforward 
and involves a number of cases. 

• Implementations of AVL tree insertion rely on adding an 
extra attribute, the balance factor to each node. 

• This factor indicates whether the tree is left-heavy (the 
height of the left sub-tree is 1 greater than the right sub-
tree), balanced (both sub-trees are the same height) or 
right-heavy (the height of the right sub-tree is 1 greater 
than the left sub-tree). 

• If the balance would be destroyed by an insertion, a 
rotation is performed to correct the balance. 

54

Insertion: Example

• A new item has been added to the left subtree of node 1, 
causing its height to become 2 greater than 2's right sub-
tree (shown in green). A right-rotation is performed to 

correct the imbalance.
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Hash Tables
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Tables

• Motivation: symbol tables
– A compiler uses a symbol table to relate symbols to 

associated data
• Symbols: variable names, procedure names, etc.
• Associated data: memory location, call graph, etc.

– For a symbol table (also called a dictionary), we care 
about search, insertion, and deletion

– We typically do not care about sorted order



29

57

Tables: rows & columns of 
information

• A table has several fields (types of information)

– A telephone book may have fields name , address , phone 
number

– A user account table may have fields user id , password , home 
folder

• To find an entry in the table, you only need know the contents of 
one of the fields (not all of them). This field is the key

– In a telephone book, the key is usually name
– In a user account table, the key is usually user id

• Ideally, a key uniquely identifies an entry
– If the key is name and no two entries in the telephone book 

have the same name, the key uniquely identifies the entries

58

Operations on Tables

• insert : given a key and an entry, inserts the entry into 
the table

• search : given a key, finds entry associated with the key

• delete : given a key, finds the entry associated with the 
key, and removes it
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Table Implementation 1:
unsorted sequential array

• An array in which TableNodes
are stored consecutively in any
order

• insert : add to back of array; 
O(1)

• search : search through the 
keys one at a time, potentially 
all of the keys; O(n)

• delete : find + replace removed 
node with last node; O(n)

0
1
2
3

and so on

key entry

60

Table Implementation 2:
sorted sequential array

• An array in which TableNodes
are stored consecutively, sorted
by key

• insert : add in sorted order; O(n)
• search : binary chop; O(log n)
• delete : find, remove node and 

shuffle down; O(n)

0
key entry

1
2
3

and so on
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Table Implementation 3:
linked list (unsorted or sorted)

key entry

and so on

• TableNodes are again stored 
consecutively

• insert : add to front; O(1)
or O(n) for a sorted list

• search : search through 
potentially all the keys, one at a 
time; O(n) till O(n) for a sorted list

• delete : find, remove using 
pointer alterations; O(n)

62

Table Implementation 4:
Hashing

• An array in which TableNodes are not
stored consecutively - their place of 
storage is calculated using the key 
and a hash function

• Hashed key: the result of applying a 
hash function to a key

• Keys and entries are scattered 
throughout the array

Key hash 
function

array 
index

key entry

3

11

164
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Hash Tables
• Tables which can be searched for an item in O(1) time 

using a hash function to form an address from the key. 
• More formally:

– Given a table T and a record x, with key (= symbol) 
and satellite data, we need to support:

• Insert (T, x)
• Delete (T, x)
• Search(T, x)

– We want these to be fast, but do not care about 
sorting the records

• The structure we will use is a hash table
– Supports all the above in O(1) expected time!

65

Direct Addressing

• Suppose:
– The range of keys is 0..m-1 
– Keys are distinct

• The idea:
– Set up an array T[0..m-1] in which 

• T[i] = x if x∈ T and key[x] = i
• T[i] = NULL otherwise

– This is called a direct-address table
• Operations take O(1) time!



33

66

Problem With Direct Addressing

• Direct addressing works well when the range m of keys 
is relatively small

• But what if the keys are 32-bit integers?
– Problem 1: direct-address table will have 

232 entries,  more than 4 billion
– Problem 2: even if memory is not an issue, the time to 

initialize the elements to NULL  may be
• Solution: map keys to smaller range 0..m-1
• This mapping is called a hash function

67

Example of a Hash table 

A small phone book as a hash table
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Factors affecting the performance 
of hashing

• The hash function
– Ideally, it should distribute keys and entries evenly 

throughout the table
– It should minimise collisions, where the position given 

by the hash function is already occupied
• The size of the table

– Too big will waste memory; too small will increase 
collisions and may eventually force rehashing
(copying into a larger table)

– Should be appropriate for the hash function used –
usually a prime number

69

Hash Functions

• Next problem: collision
T

0

m - 1

h(k1)

h(k4)

h(k2) = h(k5)

h(k3)

k4

k2 k3

k1

k5

U
(universe of keys)

K
(actual

keys)
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Possible Problem: collisions

• To give an idea of the importance of a good collision 
resolution strategy, consider the following result, derived 
using the birthday paradox. 

• Even if we assume that 
– our hash function outputs random indices uniformly 

distributed over the array, and 
– even for an array with 1 million entries, 

there is a 95% chance of at least one collision occurring 
before it contains 2500 records!!!

71

Resolving Collisions
• Open addressing

– To insert: if slot is full, try another slot, and another, until an open slot is 
found (probing)

– To search, follow same sequence of probes as would be used when 
inserting the element 

• If reach element with correct key, return it
• If reach a NULL pointer, element is not in table

– Good for fixed sets (adding but no deletion), example: spell checking
– Table need not be much bigger than n

• Chaining
– Keep linked list of elements in slots
– Upon collision, just add new element to list

• Overflow area
– Divide pre-allocated table into two sections: the primary area to which 

keys are mapped and an area for collisions, normally termed the 
overflow area.
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Collision resolution: open addressing 

Probing : If the table position given by the hashed key is
already occupied, increase the position by some amount, 
until an empty position is found

• Linear probing : increase by 1 each time [mod table size!]
• Quadratic probing : to the original position, add 1, 4, 9,16 ...

Use the collision resolution strategy when inserting and
when finding 
(ensure that the search key and the found keys match)

73

Open Addressing - Linear probing
• on a collision, look in neighbouring slots in table. 

• It calculates the new address extremely quickly and is efficient

• Linear probing is subject to a clustering phenomenon. Re-hashes 
from one location occupy a block of slots in the table which "grows" 
towards slots to which other keys hash. This increases the time to 
insert and to search.

1 2 3 4 5 6 7 8
• For a table of size n, then if the table is empty, the probability of the 

next entry going to any particular place is 1/n
• In the diagram, the probability of position 2 getting filled next is 2/n

(either a hash to 1 or to 2 fills it)
• Once 2 is full, the probability of 4 being filled next is 4/n and then of 

7 is 7/n (i.e. the probability of getting long strings steadily increases)
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Example: Linear probing

Hash collision resolved by linear probing

75

• Quadratic probing is a solution to the clustering 
problem
– Linear probing adds 1, 2, 3, etc. to the original hashed key
– Quadratic probing adds 12, 22, 32 etc. to the original hashed key

• However, whereas linear probing guarantees that all 
empty positions will be examined if necessary, quadratic 
probing does not
– e.g. Table size 16 and original hashed key 3 gives the sequence:

3, 4, 7, 12, 3, 12, 7, 4…

• More generally, with quadratic probing, insertion may be 
impossible if the table is more than half-full!
– Need to rehash

Open Addressing - Quadratic probing
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Open Addressing: ads and cons

• Use the originally allocated table space and thus avoid 
linked list overhead, but require advance knowledge of 
the number of items to be stored.

• However, the collision elements are stored in slots to 
which other key values map directly, thus potential for 
multiple collisions increases as the table becomes full. 
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Chaining

• Chaining puts elements that hash to the same slot in a 
linked list:

——

——

——

——

——

——

T

k4

k2
k3

k1

k5

U
(universe of keys)

K
(actual

keys)

k6

k8

k7

k1 k4 ——

k5 k2

k3

k8 k6 ——

——

k7 ——
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Collision resolution: chaining

• Each table position is a linked list

• Add the keys and entries anywhere 
in the list 

• Advantages over open addressing:
– Simpler insertion and removal

– Array size is not a limitation (but 
should still minimise collisions: 
make table size roughly equal to 
expected number of keys and 
entries)

• Disadvantage

– Memory overhead is large if 
entries are small

4

10

key entry key entry

key entry key entry

key entry

No need to change position!

79

Example: Chaining

Hash collision resolved by chaining 
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Analysis of Chaining

• Assume simple uniform hashing: each key in table is 
equally likely to be hashed to any slot

• Given n keys and m slots in the table, the 
load factor α = n/m = average # keys per slot

• Cost of searching = O(1 + α)

• If the number of keys n is proportional to the number of 
slots in the table, then α = O(1)

• In other words, we can make the expected cost of 
searching constant if we make α constant

81

Overflow area
• Divide pre-allocated table into two 

sections: the primary area to which keys 
are mapped and an area for collisions, 
normally termed the overflow area. 

• When collision occurs, a slot in the 
overflow area is used for the new 
element and a link from the primary slot 
established as in a chained system. 

• Essentially same as chaining, except 
that overflow area is pre-allocated and 
thus possibly faster to access. 

• As with re-hashing, the maximum 
number of elements must be known in 
advance, but in this case, two 
parameters must be estimated: the 
optimum size of the primary and 
overflow areas. 
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Rehashing: enlarging the table

• To rehash:
– Create a new table of double the size (adjusting until it is again 

prime)
– Transfer the entries in the old table to the new table, by 

recomputing their positions (using the hash function)
• When should we rehash?

– When the table is completely full
– With quadratic probing, when the table is half-full or insertion 

fails
• Why double the size?

– If n is the number of elements in the table, there must have been 
n/2 insertions before the previous rehash (if rehashing done 
when table full)

– So by making the table size 2n, a constant cost is added to each 
insertion

83

• Two parameters which 
govern performance need 
to be estimated 

• Fast access 
• Collisions do not use 

primary table space

Overflow area

• Maximum number of 
elements must be known

• Multiple collisions may 
become probable

• Fast re-hashing 
• Fast access through use 

of main table space

Open
addressing

• Overhead of multiple 
linked lists

• Unlimited number of  
elements

• Unlimited number of 
collisions

Chaining

DisadvantagesAdvantagesOrganization

Summary: Hash Table Organization
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Hash Functions

• A Hash Function is a function which, when applied to the 
key, produces a integer which can be used as an 
address in a hash table.

85

Examples of hash functions 

• Using a telephone number as a key
– The area code is not random, so will not spread the keys/entries

evenly through the table (many collisions)
– The last 3-digits are more random

• Using a name as a key
– Use full name rather than surname (surname not particularly 

random)
– Assign numbers to the characters (e.g. a = 1, b = 2; or use 

Unicode values)
– Strategy 1: Add the resulting numbers. Bad for large table size.
– Strategy 2: Call the number of possible characters c (e.g. c = 54 

for alphabet in upper and lower case, plus space and hyphen). 
Then multiply each character in the name by increasing powers 
of c, and add together.
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Choosing A Hash Function

• Choosing the hash function well is crucial
– Bad hash function puts all elements in same slot
– The key criterion is that there should be a minimum 

number of collisions.
– A good hash function:

• Should distribute keys uniformly into slots

• Should not depend on patterns in the data

87

Uniform hashing function
• If the probability that a key, k, occurs in our collection is 

P(k), then if there are m slots 0,1,…,m-1 in our hash 
table, a uniform hashing function, h(k) , would ensure 
same probability for filling any of these slots:

• Sometimes, this is easy to ensure. For example, if the 
keys are numbers randomly distributed in interval (0,r], 
then, 

will provide uniform hashing. 

h(k) = floor((mk)/r)
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Mapping keys to natural numbers

• Most hashing functions will first map the keys to some 
set of natural numbers, say (0,r], turning a key into a
table position

• There are many ways to do this, for example if the key is 
a string of ASCII characters, 
– we can simply add the ASCII representations of the characters 

mod 255 to produce a number in (0,255) 
– or we could xor them, 
– or we could add them in pairs mod 216 - 1, 
– or ... 

89

Methods for Hash functions

• Choosing hash functions assuming key is a natural 
number:

– Truncation 
– Folding 
– Division method
– Multiplication method
– Universal hashing
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Choosing a hash function:
Truncation and Folding

• Truncation
– Ignore part of the key and use the rest as the array 

index (converting non-numeric parts)
– A fast technique, but check for an even distribution 

throughout the table
• Folding

– Partition the key into several parts and then combine 
them in any convenient way

– Unlike truncation, uses information from the whole 
key

91

Examples of hash functions

• Truncation: If students have an 9-digit identification 
number, take the last 3 digits as the table position
– e.g. 925371622 becomes 622

• Folding: Split a 9-digit number into three 3-digit numbers, 
and add them
– e.g. 925371622 becomes 925 + 376 + 622 = 1923
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Hash Functions: The Division Method
• h(k) = k mod m (modular arithmetic)

– In words: hash k into a table with m slots using the slot given by the 
remainder of k divided by m

– GOOD if lements with adjacent keys hashed to different 
slots

– BAD if keys bear relation to m

• Pick table size m
– Powers of 2 are usually avoided, for k mod 2 b simply selects the b

low order bits of k. Unless we know that all 2b possible values of the 
lower order bits are equally likely, this will not be a good choice, 
because some bits of the key are not used in the hash function. 

– Prime numbers which are close to powers of 2 seem to be generally 
good choices. 

• For example, if we have 4000 elements, and we have chosen an 
overflow table organization, but wish to have the probability of collisions 
quite low, then we might choose m = 4093 (this is the largest prime less 
than 4096 = 212).

93

Hash Functions:
The Multiplication Method

• For a constant A, 0 < A < 1:
• h(k) =  m (kA - kA) 

– Choose m = 2p.
– Multiply the w bits of k by  A.2w  to obtain a 2w bit product. 
– Extract the p most significant bits of the lower half of this product

• Choose A not too close to 0 or 1
• Good choice for A = (√5  - 1)/2 = 0.6180339887

Fractional part of kA
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Universal Hashing

• A malicious adversary can always choose the keys so 
that they all hash to the same slot, leading to an 
average O(n) retrieval time. 

• Universal hashing seeks to avoid this by choosing the 
hashing function randomly from a collection of hash 
functions when the algorithm begins (not upon every 
insert).

• This makes the probability that the hash function will 
generate poor behaviour small and produces good 
average performance.
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Analysis Of Hash Tables

• Simple uniform hashing: each key in table is equally 
likely to be hashed to any slot

• Load factor α = n/m = average # keys per slot
– Average cost of unsuccessful search = O(1+α)

– Successful search: O(1+ α/2) = O(1+ α)

– If n is proportional to m, α = O(1)

• So the cost of searching = O(1) if we size our table 
appropriately
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Applications of Hashing

• Compilers use hash tables to keep track of declared 
variables

• A hash table can be used for on-line spelling checkers —
if misspelling detection (rather than correction) is 
important, an entire dictionary can be hashed and words 
checked in constant time

• Game playing programs use hash tables to store seen 
positions, thereby saving computation time if the position 
is encountered again

• Hash functions can be used to quickly check for 
inequality — if two elements hash to different values they 
must be different

• Storing sparse data
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When are other representations 
more suitable than hashing?

• Hash tables are very good if there is a need for many 
searches in a reasonably stable table

• Hash tables are not so good if there are many insertions 
and deletions, or if table traversals are needed — in this 
case, AVL trees are better

• If there are more data than available memory then use a 
B-tree

• Also, hashing is very slow for any operations which 
require the entries to be sorted
– e.g. Find the minimum key
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Links

Java Models

• http://webpages.ull.es/users/jriera/Docencia/AVL/AVL%20tree%20applet.htm

Notes by J. Morris and Java Applets demonstrating main ideas
• http://www.cs.auckland.ac.nz/software/AlgAnim/search_trees.html
• http://www.cs.auckland.ac.nz/software/AlgAnim/hash_tables.html


